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Abstract—Virtualization has attained mainstream 

fame in company IT industry. Despite its large 

adoption, it is acknowledged that virtualization also 

introduces non-trivial overhead whilst executing 

tasks on a virtual device (VM). In specific, a blended 

effect from tool virtualization overhead and CPU 

scheduling latency can purpose overall performance 

degradation whilst computation intensive 

responsibilities and I/O in depth responsibilities are 

co-located on a VM. Such an interference causes 

extra strength intake, as properly. In this paper, we 

present Hylics, a singular answer that enables green 

facts traverse paths for both I/O and computation 

intensive workloads. This is finished with the 

availability of in-reminiscence report machine and 

network provider on the hypervisor degree. Several 

critical layout problems are pinpointed and addressed 

all through our prototype implementation, which 

includes efficient intermediate records sharing, 

network provider offloading, and QoS-aware 

memory utilization management. Based on our 

actual-global deployment on KVM, Hylics can 

substantially improve computation and I/O 

performance for hybrid workloads. Moreover, this 

design additionally alleviates the prevailing 

virtualization overhead and evidently optimizes the 

general energy performance. 

Index Terms—Platform virtualization, virtual 

machine monitors, network interfaces, middleware, 

load management 

I. INTRODUCTION 

 THE past decade has Visible a notable paradigm 

shift to cloud computing inside the IT enterprise. The 

energetic participation of such principal IT 

corporations as Amazon, Google, and Microsoft 

drastically stimulates the prosperity of this new 

generation of provider model. These cloud offerings 

leverage virtualization to reap high useful resource 

utilization in addition to overall performance 

isolation among co-positioned VMs (digital 

machines). Despite the widespread adoption, it's 

miles recognised that present virtualization 

technology, consisting of Xen1 and KVM2 , also 

introduce non-trivial overhead when executing duties 

on a digital machine (VM). This ends in longer and 

risky mission of entirety time for computation-

intensive applications [1]. Moreover, such an 

overhead also causes self interference [2] for hybrid 

workloads that contain each computation and I/O 

intensive obligations. Different from crossVM 

interference3 , self interference happens inside a VM 

whilst the I/O managing technique of the VM is 

interfered or maybe starved by way of other 

processes in the VM. This may be very commonplace 

when the co-positioned computation procedures 

aggressively use the CPU assets. 

To carry an green virtualization to the cloud, many 

studies centered on I/O performance development in 

virtualized structures. These research may be broadly 

labeled into four classes: 1) lowering tool 

virtualization overhead [7], [8], [9]; 2) optimizing I/O 

course [10], [11]; 3) imparting middleware help on 

the hypervisor stage [12], [13]; four) customizing the 

scheduling coverage for I/O intensive VMs [2], [14]. 

With the predominant cognizance on resolving the 

I/O bottleneck, the existing work does now not 

provide comprehensive reviews on hybrid workload 

performance in cloud environments. Hybrid 

workloads may revel in performance degradation in a 

couple of components, such as I/O and computation 

overall performance. The impact remains in large 
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part unexplored, and an answer is yet to be developed 

for common cloud services worrying both 

information processing and transmission. 

In this paper, We for the first time performed a 

comprehensive size study to quantify the impact of 

self interference with hybrid workloads. Hybrid 

workloads such as transcoding and streaming 

obligations revel in up to 32.1% discount of network 

throughput, up to 32.Five% reduction of computation 

overall performance. Motivated by using the 

dimension consequences and an in-depth analysis, we 

present Hylics, a unique virtualization architecture 

that at the same time optimizes I/O and computation 

overall performance for hybrid workloads. The 

insight of the Hylics layout is to shorten the facts 

traverse direction for each processing and 

transmission. Meanwhile, it additionally decouples 

I/O and computation operations for cloud VMs. In 

unique, Hylics shops cloud applications’ statistics 

within the in-reminiscence document gadget at the 

hypervisor level. By doing this, the records traverse 

path now originates, or ends, at hypervisor-level 

reminiscence area. The layout also shifts VM’s 

community operations to the hypervisor layer. The 

viable self interference between I/O and computation 

is consequently minimized, enabling close to naked-

metallic networking overall performance and greater 

computation overall performance. More importantly, 

our answer extensively improves the electricity 

efficiency whilst coping with the hybrid workloads. 

The Hylics design is not restrained to any unique 

protocols or packages, and conceptually increases the 

level of provisioned interface from bodily devices to 

high-stage I/O offerings. 

II. LITERATURE SURVEY 

Nathuji et al. [28] Have proposed some techniques to 

address the with the remoted and self-reliant 

operations in virtual machines in an internet strength 

control infrastructure. These techniques were meant 

to control numerous power control strategies bearing 

on virtual machines. The electricity management 

regulations are deployed with the help of digital 

strength, which constitute the gentle versions of the 

hardware energy nation. They also offer tools for 

channels, Virtual Power Management (VPM) 

kingdom, mechanisms, policies, etc, and facilitates in 

mapping the smooth strength nation with the actual 

variations inside the virtualized resource. There can 

be certain state of affairs whilst one bodily 

system(PM) may be overloaded because of heavy 

provider requests. In such case, the burden should be 

dynamically transferred to specific bodily system, 

which has decrease load, without any interruption to 

the customers. This unique method is named as 

migration or digital system(VM) migration, wherein, 

the VM can be shifted from one PM to another PM 

[29][30]. 

X. Wang et al. [31] introduced a brand new method 

which manages energy and energy in datacenters 

with the help of sustainable electricity assets and 

remodeling it to green-aware. The primary goal of 

this studies is to make use of inexperienced energy as 

lots as possible with out hampering the Quality of 

Service of the software which can be jogging within 

the datacenters. With the help of power-aware 

techniques, the authors have devise an standard 

optimizing problem, and it is solved through the use 

of blended method of heuristics and statistical 

searching. Upon reading the simulation results, it is 

able to be seen that the inexperienced power usage is 

substantially improved and therefore, it could assist 

the carriers to gain better profits. Singh A K, Shaw 

SB [32] propositioned a brand new method for VM 

migration based totally on forecasting technique. In 

this scheme, the gadget will test at some point of the 

server and resource overload, and comes to a decision 

whether migration is needed or no longer. This 

decision is based on the prevailing in addition to 

future load. The destiny load is expected by way of 

using time-collection forecasting approach. 

As described in paper [41], approximately 30% of 

power spent in facts centre, is on keeping the idle 

times. Therefore, performance of aid and strength 

usage may be stronger with the aid of considering the 

EC issue. Paper [42] presented few techniques to 

complement energy efficiency via the usage of 

Dynamic Voltage/ Frequency Scaling (DVFS) 

technology. With this method, the servers and 

different hardware in datacentre may be close down 

while no longer in use, or the operating voltage can 

be scaled down for extra efficiency. In any other 

research, the authors cautioned that tweaking and 

making sure changes to VM density and closing 

http://jespublication.com/


 

Vol 10, Issue 9, Sept / 2019  

ISSN NO: 0377-9254                                  

  

 

www.jespublication.com 
Page No:24 

UGC-APPROVED JOURNAL 

 
 
 

 
 

 

down the idle servers can enhance the performance, 

which may be achieved through using inexperienced 

cloud framework and electricity-aware VM 

scheduling approach [43]. The authors in paper [44] 

provided a Dynamic Power Management (DPM) 

schemes on the basis of MAPE-K, which uses local 

and international manage loops. The neighborhood 

loops correlates to each servers inside the provider 

middle, in which as the worldwide loops combines 

complete carrier centre. On the drawback, the DPM 

scheme may be used for CPU and tough disk of the 

physical server, however now not the power utility of 

the cloud facts center, with out violating the SLA 

agreements of the customers. The authors in paper 

[45] have considered troubles with the SLA warranty 

and proposed a way to lessen the energy consumption 

of the cloud datacenter via constantly merging, 

transferring and reallocating the VMs and turn off 

idle nodes and devices with admire to give objective 

and carrier level policies 

 

III. PROPOSED SYSTEM 

In this paper, We for the first time performed a 

comprehensive measurement study to quantify the 

impact of self interference with hybrid workloads. 

Hybrid workloads such as transcoding and streaming 

tasks experience up to 32.1% reduction of network 

throughput, up to 32.5% reduction of computation 

performance. Motivated by the measurement results 

and an in-depth analysis, we present Hylics, a novel 

virtualization architecture that jointly optimizes I/O 

and computation performance for hybrid workloads. 

The insight of the Hylics design is to shorten the data 

traverse path for both processing and transmission. 

Meanwhile, it also decouples I/O and computation 

operations for cloud VMs. In particular, Hylics stores 

cloud applications’ data in the in-memory file system 

at the hypervisor level. By doing this, the data 

traverse path now originates, or ends, at hypervisor-

level memory space. The design also shifts VM’s 

network operations to the hypervisor layer. The 

possible self interference between I/O and 

computation is therefore minimized, enabling near 

bare-metal networking performance and enhanced 

computation performance. 

 Energy Efficiency and Proportionality Aware Virtual 

Machine Scheduling 

We provide the energy aware virtual machine 

scheduling flow chart 

 
 

VM Workload Characterization 

 Previous sections discussed how each server may 

have different energy efficiency and proportionality. 

In addition, each one must work in its own optimal 

working range. Therefore, it is necessary to 

determine each VM’s workload type before 

scheduling it to the target physical server. In doing 

so, we can ensure that it is running in the optimal 

working range. 

It is necessary to identify the workload characteristics 

of the VM. It is impossible for a VM to consume 

only CPU resources without memory resources in a 

real cloud computing environment. Therefore, an 

empirical setting for VM type identification is used in 

Table 6. This setting is based on empirical 

observations and experiences in testing environments 

and real data sets [19]. They can be updated by 

customized parameters. In the future version of 

EASE, the scheduler could learn and adjust it 

according to the actual workload trace data in data 

centers. The workload characterization procedure is 

done by the system profiling techniques like sysstat 

tool to collect the CPU and memory usage which 

indicates the workload type and intensity. For each 

VM, EASE will undergo workload characterization 
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procedure by tracing and monitoring their resource 

usage including CPU, memory, disk, and network 

and determine whether it is computing intensive, 

memory intensive, or hybrid workload 

Virtual Machine Scheduling and Migration 

In traditional data centers, VMs are packaged into 

many servers. The underutilized servers are powered 

off. As described, the latest manufactured servers 

achieve their peak energy efficiency at non-100% 

utilization. The effectiveness of reducing power 

consumption by increasing resource utilization will 

become increasingly unsatisfactory. Moreover, 

servers with low EP can be grouped together to run at 

their optimal working range to achieve better EP in 

cluster wide. Therefore, in EASE, we schedule VMs 

to servers with the best optimal working range. 

Server Monitoring and Power Data Collection:  

CPU and memory contribute to most of the dynamic 

power consumption in a server. Therefore, the 

monitoring module of EASE is to collect real-time 

power consumption, CPU utilization, memory 

utilization, and other system access and activities 

statistics. The physical server provides the physical 

machine CPU, memory, input/output (I/O), and other 

hardware resource utilization using the sysstat utility. 

Energy Efficiency and Proportionality Calculation: 

Based on system monitoring data and benchmark 

execution results, the energy efficiency and 

proportionality are calculated in real time. 

 VM Scheduling: When EASE gets each server’s 

current running status and optimal working range, it 

determines if the server is overloaded or underloaded. 

For new VMs, EASE looks for the appropriate target 

physical server to keep them working in an optimal 

working range. For existing VMs, EASE first 

characterizes the machine’s workload type (i.e., 

computing intensive, memory intensive, or hybrid) 

and attempts to migrate the VM to an appropriate 

target physical server. Servers with different 

hardware and software configurations have different 

energy efficiency and proportionality. Therefore, if 

there are multiple servers with different resources 

(i.e., resource type, capacity, and configuration), 

EASE first sorts the servers with available resources 

by resource type in descending order of energy 

efficiency, EP, and PEEP values. Next, it selects a 

target host according to the priority that the target 

host can reach the peak energy efficiency or energy 

efficiency will be higher in its optimal working range 

 

 

IV. CONCLUSION 

In this paper, we closely examined the self 

interference from real-world applications in 

virtualized environments. To jointly optimize 

performance and energy efficiency for hybrid 

workloads in cloud environments, we designed and 

developed Hylics, a novel protocol-independent 
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solution that leverages the hypervisor-level in-

memory file system sharing. We implemented a 

prototype of Hylics in KVM and evaluated the 

overall performance through real-world workloads, 

which indicates that such a design can largely 

improve I/O performance and accelerate computation 

tasks in the presence of the self interference. The 

energy efficiency of the underlying server is also 

enhanced. In the future work, we plan to implement 

Hylics-based solutions on other virtualization 

technologies. Since Hylics significantly minimizes 

the self interference, we will also revisit the VM 

resource allocation issues to help cloud providers to 

achieve better service performance and cost 

efficiency. 
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